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Toward exascale

Fastest public
supercomputer : Fugaku

0.44 ExaFlops (double
precision, sustained)

1000000x i9 9900k /
Ryzen 3900X
100000x GTX 1080Ti

Consumption : 28,3 MW
Bandwidth per node

1024 GB/s memory
(3 double precision
Flop / byte)
40,8 GB/s network

Requires various optimizations
Energy : play on frequencies and
partial shutdown
Data management :
communications, migration, data
redistribution
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Optimization issues

Optimisation strategies can be applied
completely online, at each event : intrusive, not efficient
at some points during the execution

regular intervals : compromize intrusivity / reactivity
at key times : when the application behavior changes

How to find these "key times" ?
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Detecting application phases ?

Applications are made of regular parts
a handful of computation kernels
communication primitives

Organized in a more or less regular
manner, either

computations / communications
alternance
progress in a dataflow graph

Phases are homogeneous parts in the application behavior
often synchronous (coordinated communications)
in general, cuts in the dataflow graph

They are indicative of the application progress
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Existing approaches

Topological, using a distance
between monitoring samples
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(a) Graphical view of system phase distributions when (master node). (b) Cache reference and miss rates along with branch miss rate (master node).
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(c) Distance between EVs and variation of the detection threshold
(master node).
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(d) Graphical view of system phase distributions (slave node).

Fig. 1. Phase changes detection using Algorithm 1 when running bench 1; the threshold is 15% of the maximum existing distance between consecutive EVs.

(a) Graphical view of system phase distributions (master node). (b) Cache reference and miss rates along with branch miss rate (master node).

(c) Distance between EVs and variation of the detection threshold
(master node.)

(d) Graphical view of system phase distributions (slave node).

Fig. 2. Phase changes detection using Algorithm 1 when running bench 2; the detection threshold is 15% of the maximum existing distance between consecutive
EVs.

false positives. The number of false positive is defined as
the number of time where the system’s shows no significant
behaviour change but the phase detection technique indicates
a phase change. Our third and last evaluation metric (iii) the
mean detection time is the average time the phase detection
mechanism takes to notice that a phase change has occurred,
i.e., in this case the average time the detection mechanism
takes to notice a change of workload.

In order to test the effectiveness of our phase detection
mechanism, we successively run the synthetic benchmark
bench 2 five times and collect statistics related to evaluation

metrics listed above. Figure 3 – where steps of the drawn step
function indicate detected phases and vertical dashed lines de-
limit workloads – gives a graphical representation of the output
of our phase detection algorithm when bench 2 is successively
run five times. It can be seen that the sensitivity of the phase
detection mechanism for that workload is 100%. There is a
handful of false positives; however, that is understandable since
they occur during idle periods. Despite the assumption that
idle periods have a constant behaviour, there might be some
system related tasks that are executed during those periods
and whose execution can potentially change the system’s

Figure 2. Example of Wavelet Analysis applied on WRF-NMM tracefile. First, running bursts distribution gen-
erated from the tracefile. After, sum of durations of running bursts signal generated from the distribution. In the
third cell, numerical results of the wavelet analysis and, finally, phase detection derived from wavelet analysis.

application selected is WRF-NMM11 over a 4 km grid of the Iberian Peninsula with 128
processors.

First of all, application has been traced. In Fig. 2 we see, on the top, a visualization
of the running burst distribution contained in the tracefile. It shows clearly the typical
structure derived from the execution of a HPC application: First, an initialization phase
with non-periodic structure, second, a computation phase with strong periodic behaviour
and, finally, an output phase. In Fig. 2, we also show the signal that has been generated
from the tracefile using the methodology explained in Section 2.1. In this signal it is
possible again to see the typical structure of HPC application. Wavelet analysis has been
applied to the signal in order to detect execution phases. Numerical output of wavelet
analysis is shown at the third picture of Fig. 2: First, in the x-axis, we draw the normalized

133

By spectral analysis of some
application metric

Using information theory on the
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Figure 4. Ocelotl overview of the MPI application LU, class C, 700
processes, executed on the Nancy site of Grid’5000 (SA: Graphene, SB :
Graphite, SC : Griffon). We mainly distinguish an initialization sequence
(0-20 s), followed by the computation phase, where the behavior of the
Graphite cluster is heterogeneous in space and time, and there is a
perturbation that touches only the execution of the Griffon cluster (34.5 s).

million events, demonstrates the scalability of our approach
by highlighting the influence of the hardware characteristics
on the process behavior. We also detect a temporal pertur-
bation caused by machines that were hidden to the user. For
this case, the tool we have designed enables to keep good
performance: a 50 min preprocess is needed to load this large
trace, but then, we provide an instantaneous interaction to
get the visualization at a given aggregation level.

Our future work is focused on the improvement of our
visualization to go further to fulfill the overview criteria: in
particular, we are interested in conveying more information
with the aggregates that compose our visualization, and we
foresee to use interaction solutions to retrieve data such
as the proportion of all the active states. We consider that
our usage of the transparency could be improved to better
differentiate states, since its effect on the user is dependent
on the colors that are employed. Solutions using different
color spaces, as YCbCr, could be employed.

REFERENCES

[1] J. Wilson, “Gantt Charts: A Centenary Appreciation,” Euro-
pean Journal of Operational Research, vol. 149, no. 2, 2003.

[2] L. M. Schnorr, A. Legrand, and J.-M. Vincent, “Detection and
Analysis of Resource Usage Anomalies in Large Distributed
Systems Through Multi-Scale Visualization,” Concurrency
and Computation, vol. 24, no. 15, 2012.

[3] N. Elmqvist and J.-D. Fekete, “Hierarchical Aggregation
for Information Visualization: Overview, Techniques, and
Design Guidelines,” IEEE Transactions on Visualization and
Computer Graphics, vol. 16, no. 3, 2010.
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tion Tool for Tuning Multi-Threaded Parallel Applications,”
Parallel Computing, vol. 26, no. 10, 2000.

[8] “Linux Tools Project/LTTng2/User Guide - Eclipsepedia,”
http://wiki.eclipse.org/index.php/Linux Tools Project/
LTTng2/User Guide.

[9] C. Prada-Rojas, F. Riss, X. Raynaud, S. De Paoli, and M. San-
tana, “Observation tools for debugging and performance
analysis of embedded linux applications,” in Conference on
System Software, SoC and Silicon Debug-S4D, 2009.

[10] E. Lusk and A. Chan, “Early Experiments with the
OpenMP/MPI Hybrid Programming Model,” in OpenMP in
a New Era of Parallelism, ser. LNCS, vol. 5004. Springer-
Verlag Berlin, 2008.

[11] G. Pagano, D. Dosimont, G. Huard, V. Marangozova-Martin,
and J.-M. Vincent, “Trace Management and Analysis for
Embedded Systems,” in Proceedings of the IEEE 7th Inter-
national Symposium on Embedded Multicore SoCs, 2013.

[12] D. Dosimont, L. M. Schnorr, G. Huard, and J.-M. Vincent, “A
Trace Macroscopic Description based on Time Aggregation,”
INRIA, Tech. Rep. RR-8524, 2014.

[13] R. Lamarche-Perrin, L. M. Schnorr, J.-M. Vincent, and Y. De-
mazeau, “Evaluating Trace Aggregation for Performance Vi-
sualization of Large Distributed Systems,” in Proceedings
of the 2014 IEEE International Symposium on Performance
Analysis of Systems and Software, 2014.

[14] R. Lamarche-Perrin, Y. Demazeau, and J.-M. Vincent, “The
Best-partitions Problem: How to Build Meaningful Aggrega-
tions,” in Proceedings of the 2013 IEEE/WIC/ACM Interna-
tional Conference on Intelligent Agent Technology, 2013.

[15] ——, “A Generic Set Partitioning Algorithm with Applica-
tions to Hierarchical and Ordered Sets,” Max-Planck-Institute
for Mathematics in the Sciences, Tech. Rep. 51/2014, 2014.

[16] ——, “Building the Best Macroscopic Representations of
Complex Multi-Agent Systems,” in Transactions on Compu-
tational Collective Intelligence, ser. LNCS. Springer-Verlag
Berlin, Heidelberg, 2014.

[17] S. Kullback and R. Leibler, “On Information and Sufficiency,”
The Annals of Mathematical Statistics, vol. 22, no. 1, 1951.

[18] C. E. Shannon, “A Mathematical Theory of Communication,”
The Bell System Technical Journal, vol. 27, no. 3, 1948.

[19] P. Pons and M. Latapy, “Post-processing hierarchical commu-
nity structures: Quality improvements and multi-scale view,”
Theoretical Computer Science, vol. 412, no. 8-10, 2011.

[20] B. Jackson, J. D. Scargle, D. Barnes, S. Arabhi, and al., “An
algorithm for optimal partitioning of data on an interval,”
IEEE Signal Processing Letters, vol. 12, no. 2, 2005.

[21] D. H. Bailey, E. Barszcz, J. T. Barton, D. S. Browning,
R. L. Carter, and al., “The NAS parallel benchmarks,” in
Proceedings of the SuperComputing Conference, 1991.

LIG/INRIA Polaris Team 5 / 7



Supercomputers Phases

Internship

Two main objectives
unify and generalize existing techniques

no clear definition of a phase
comparison between techniques is lacking
asynchronous phases rarely taken into account

adapt detection to the online case
many techniques designed for post mortem traces
detection windows, sampling intervals have to be assessed

Context
LIG laboratory
Grid 5000 experimental testbed (15000 cores, 800 nodes)
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Questions ?
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