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Intuitive Interactive Human-
Character Posing with Millions  
of Example Poses
Xiaolin K. Wei and Jinxiang Chai ■ Texas A&M University

An interactive system that lets users quickly 
pose a 3D full-body human character has 
many applications—for example, rapid pro-

totyping of 3D human animation, real-time game 
character control, interactive humanoid robot 
manipulation, and human-computer interactions. 
Building such a system presents two major chal-
lenges. First, typical user input information—for 
example, point dragging—is quite low-dimensional 

compared to a typical human-
character model, which is often 
represented by more than 50 
degrees of freedom. The low-
dimensional inputs can’t com-
pletely determine a full-body 
human pose because they’re con-
sistent with many disparate solu-
tions, some of which might not 
correspond to natural poses or 
the user’s intentions.

The second challenge is pro-
viding an easy-to-use interface 
for 3D character posing. Such 
interfaces require a system that 
can support various user con-
straints to accommodate users 
with different skill levels.

One appealing solution to 
reducing reconstruction ambiguity is to impose 
prior information from several prerecorded hu-
man poses. Systems often constrain the solution 
space by using weighted combinations of pose ex-
amples1 or action-specific statistical pose models2 
(see the “Related Work” sidebar). These systems 
work well for a small amount of training data, but 

their performance deteriorates rapidly as the pose 
data’s size and heterogeneity increase. This signifi-
cantly limits their utility because current motion-
capture databases are becoming ever larger and 
more heterogeneous. For example, the Carnegie 
Mellon University motion-capture (CMU mocap) 
online database (http://mocap.cs.cmu.edu) con-
tains about three million poses from more than 
40 different human actions.

We’ve addressed this challenge by developing a 
way to efficiently model prior information from 
a huge, heterogeneous database—in our case, the 
CMU mocap database—and use the models for 
interactive human-character posing. We’ve also 
developed two intuitive interfaces for real-time 
character posing, both suitable for novice users. 
We’ve demonstrated our approach’s flexibility and 
generalizability by interactively posing 3D charac-
ters based on random photos downloaded from the 
Internet. A comparison of our system with previ-
ous methods shows our algorithm’s superiority.

Constraining User Input
We base our approach on extracting prior-pose in-
formation embedded in the CMU mocap database 
and using the information to generate a desired 
pose from various forms of user-specified kine-
matic constraints. We formulate the interactive 
character-posing problem in a maximum a posteri-
ori (MAP) framework. Maximizing the posteriori—
that is, the likelihood of character poses given the 
user-specified constraints—produces a most-likely 
human pose that achieves the user’s specified goal.

Within the MAP framework, we estimate a 
most-likely pose �q  from the user’s input c:

A data-driven algorithm 
for interactive posing of 
3D human characters uses 
a maximum a posteriori 
framework that combines 
user inputs with pose priors 
learned from a large and 
heterogeneous motion 
database. Intuitive system 
interfaces simplify pose 
manipulation and sketching. 
The system performs better 
than standard inverse-
kinematic and alternative 
data-driven techniques.
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where pr(c) is a normalized constant and is dropped 
off during optimization.

In our implementation, we minimize the nega-
tive logarithm of the posterior probability distri-
bution function pr(q|c), yielding the following 

Inverse kinematics (IK) is one of the most important tech-
niques for generating poses with kinematic constraints. 

Researchers have studied IK intensively in both computer 
animation and robotics. There are three distinct approaches: 
analytical, numerical, and data-driven.

Analytical IK methods use a closed-form inverse of non-
linear kinematics functions.1 This approach performs well for 
some classes of simple structures, such as a single human limb. 
However, it lacks sufficient generality for posing a full-body 
human character using a small set of kinematic constraints.

Numerical algorithms formulate the IK problem as a 
nonlinear optimization problem by minimizing a cost func-
tion that measures how well a reconstructed pose matches 
kinematic constraints.2–4 Numerical IK methods have two 
advantages. First, they apply to general articulated bodies, 
such as full-body human characters. Second, they can eas-
ily integrate various forms of kinematic constraints—such 
as point and orientation constraints—into an optimization. 
However, IK is usually an ill-posed problem when applied to 
full-body human characters—that is, many disparate and 
unnatural solutions can be consistent with the kinematic 
constraints. So, users must usually specify a large constraint 
set to remove the reconstruction ambiguity.

Our research builds on the success of data-driven meth-
ods. Several researchers have explored various data-driven 
IK algorithms to pose full-body human characters5–8 or 
deformable objects.9 For example, Charles Rose and his 
colleagues used a weighted combination of example poses 
to constrain the IK solution space.5 Keith Grochow and 
his colleagues applied a global nonlinear dimensionality 
reduction technique, the scaled gaussian process latent vari-
able model (SGPLVM), to a small set of human-motion data. 
They used the constructed probabilistic model to com-
pute a most-likely pose from user-defined constraints.6

The Rose and Grochow methods work well for a small 
amount of training data but don’t scale well to the size 
and heterogeneity of a large training database. Recently, 
Xiaomao Wu and his colleagues employed an adaptive 
clustering algorithm to select representative frames from a 
large motion-capture database to accelerate training and 
posing for SGPLVM.8 Jinxiang Chai and Jessica Hodgins 
used a series of local statistical pose models constructed 
at runtime to reconstruct motions from continuous, low-
dimensional control signals obtained from video cameras.7 
However, their method requires the kinematic constraints 
to be continuous and known in advance (for example, that 
only hand positions will be constrained).

We based our data-driven model of our algorithm 
on mixture of factor analyzers (MFAs),10 which can ef-
ficiently model prior information embedded in a huge, 
heterogeneous database with a small number of param-
eters. Manfred Lau and his colleagues applied MFAs to 
prerecorded facial-expression meshes and used them to 
constrain the solution space of interactive facial-expression 
modeling.11 In the main article, we extend the idea by ap-
plying it to posing a 3D full-body human character.

References
 1. J.U. Korein and N.I. Badler, “Techniques for Generating the 

Goal-Directed Motion of Articulated Structures,” IEEE Trans. 

Computer Graphics and Applications, vol. 2, no. 9, 1982, pp. 

71–81.

 2. M. Girard and A.A. Maciejewski, “Computational Modeling 

for the Computer Animation of Legged Figures,” Proc. Siggraph, 

ACM Press, 1985, pp. 263–270.

 3. J. Zhao and N.I. Badler, “Inverse Kinematics Positioning Using 

Nonlinear Programming for Highly Articulated Figures,” ACM 

Trans. Graphics, vol. 13, no. 4, 1994, pp. 313–336.

 4. K. Yamane and Y. Nakamura, “Dynamics Filter—Concept 

and Implementation of Online Motion Generator for Human 

Figures,” IEEE Trans. Robotics and Automation, vol. 19, no. 3, 

2003, pp. 421–432.

 5. C. Rose, P.-P. Sloan, and M. Cohen, “Artist-Directed Inverse-

Kinematics Using Radial Basis Function Interpolation,” Computer 

Graphics Forum, vol. 20, no. 3, 2001, pp. 239–250.

 6. K. Grochow et al., “Style-Based Inverse Kinematics,” ACM 

Trans. Graphics, vol. 23, no. 3, 2004, pp. 522–531.

 7. J. Chai and J. Hodgins, “Performance Animation from Low-

Dimensional Control Signals,” ACM Trans. Graphics, vol. 24, 

no. 3, 2005, pp. 686–696.

 8. X. Wu, L. Reveret, and M. Tournier, “Interactive Character 

Posing from Large Motion Database,” Proc. ACM Siggraph/

Eurographics Symp. Computer Animation (poster), Eurographics 

Assoc., 2008, pp. 1–2.

 9. R.W. Sumner et al., “Mesh-Based Inverse Kinematics,” ACM 

Trans. Graphics, vol. 24, no. 3, 2005, pp. 488–495.

 10. Z. Ghahramani and G.E. Hinton, The EM Algorithm for Mixtures 

of Factor Analyzers, tech. report CRG-TR-96-1, Univ. of Toronto, 

1997.

 11. M. Lau et al., “Face Poser: Interactive Facial Modeling Using 

Model Priors,” Proc. 2007 ACM Siggraph/Eurographics Symp. 

Computer Animation (SCA 07), Eurographics Assoc., 2007, 

pp. 161–170.

Related Work in Character Posing



80 July/August 2011

Feature Article

energy-minimization problem:

argmin ln lnq c q q− ( )+−pr pr
Elikelihood

� ������ ������
(( )

Eprior
� ����� �����

,

where Elikelihood is the likelihood term, which mea-
sures how well the generated pose q matches the 
user input c, and Eprior is the prior term, which 
describes the prior distribution of human poses. 
Conceptually, the prior term measures the natu-
ralness of the synthesized poses. An optimal esti-
mate of the synthesized pose produces a natural 
human pose that achieves the user-specified goal.

The MAP framework presents two advantages 
for human-pose synthesis. First, it lets us formu-
late the synthesis in a continuous optimization 
framework. The framework is flexible; we can in-
tegrate any form of kinematic constraint as long 
as we can numerically evaluate the corresponding 
likelihood terms—that is, how well the generated 
pose q matches user input c. Second, the frame-
work naturally combines the user-constraint term 
with the pose prior. In our system, we let users 
dynamically control the weight of their constraint 
terms and thereby balance the trade-off between 
the two terms. This is important because a nov-
ice user might specify “unnatural” constraints, in 
that no natural pose precisely matches them.

Modeling Natural Human Pose Priors
Consider the 2D screen position of a left hand. An 
infinite number of unnatural human poses can sat-
isfy the constraints it poses. To remove this inherent 
ambiguity in computing 3D human poses from a 
small number of kinematic constraints, we constrain 
the estimated poses to lie in the space of “natural” 
poses. The first step is to model the pose priors from 
the prerecorded motion-capture database.

We begin by representing each pose in the 
database as a 40-dimensional vector q ∈ R40 in 
the joint-angle space; we exclude each pose’s root 
positions and orientations. To model the human 
pose priors, we apply mixture of factor analyzers 
(MFAs).3,4 The MFAs describe the high-dimensional 
pose space with a probabilistic combination of dif-
ferent local regions, each modeled by a factor ana-
lyzer with a small number of latent variables. The 
MFAs provide a probability density function (PDF) 
pr(q) over an entire pose space.

Factor Analyzer Models
A factor analyzer is a parametric statistical model 
that represents a high-dimensional real-valued 
data vector q ∈ RD, such as a human pose, using 
a low-dimensional vector of hidden factors s ∈ Rd 

and a multivariate Gaussian random vector u ∈ 
RD. In mathematical terms, we can define a gen-
erative factor-analyzer model as

q = Ls + u, 

where L ∈ RD×d is a factor-loading matrix. We assume 
s is a zero-mean Gaussian distribution N(0, I). 
We assume u has a multivariate Gaussian distri-
bution N(m, y), where m is a mean vector and y is 
a diagonal covariance matrix.

According to this model, the high-dimensional 
data vector q is also Gaussian distributed:

pr LLTq q( )= +( )N µ ψ, .

The unknown parameters of factor analyzers are 
the m, L, and y values that best model the input 
data’s covariance structure. The factor variables s 
model correlations between each component of q, 
whereas the variables u account for independent 
noise in each component of q.

MFAs
Conceptually, all human poses in the database 
form a high-dimensional nonlinear manifold in 
the character configuration space. A global linear 
parametric model, such as a factor analyzer, is 
therefore seldom sufficient to capture the nonlinear 
structure of natural human poses. A better solution 
is to use MFAs to model the nonlinear pose distri-
bution. MFAs probabilistically partition the entire 
configuration space q ∈ RD into multiple local re-
gions and then model the data distribution in each 
local region using a different factor analyzer. MFAs 
can be thought of as reduced-dimension Gaussian 
mixture models.

Mathematically, MFAs assume a mixture of nor-
mal distributions for the input data q:

pr L Lk k k k
T

k

K

q q( )= +( )
=
∑ π µ ψN ,

1

,  (1)

where the constant K is the number of factor ana-
lyzers. The scalar pk, matrix Lk, and vector mk are, 
respectively, the mixing proportion, factor-loading 
matrix, and mean vector of the kth factor ana-
lyzer. The matrix y ∈ RD×D is a diagonal covariance 
matrix for independent noise u. The MFA param-
eters thus include {pk, mk, Lk, y|k = 1, …, K}, where 

pk
k

K
=

=∑ 1
1

. Whereas in the factor analyzer, the 
data mean m was irrelevant and was subtracted be-
fore fitting the covariance structure, here we have 
the freedom to give each factor analyzer a different 
mean mk. This lets each factor model the data covari-
ance structure in a different part of the input space.
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The model-learning process automatically finds 
the model parameters Q = {pk, mk, Lk, y|k = 1, …, 
K} from the training data qn, n = 1, …, N, where N 
is the number of poses in the database. As is typi-
cal for MFAs, we use an expectation-maximization 

(EM) algorithm to learn the model parameters. 
(The related sidebar describes this algorithm for 
MFAs and how to initialize it.) In our experiment, 
we set the number of factor analyzers (K) to 70 
and the dimension of the latent space (d) to 5. 

We use the expectation-maximization (EM) algorithm 
to estimate the parameters of mixture-of-factor ana-

lyzers (MFAs), Q = {pk, mk, Lk, y|k = 1, …, K}.
We first introduce a K-dimensional binary vector w = 

[w1, …, wK]T satisfying wk ∈ {0, 1} and Skwk = 1. We assign 
wk = 1 when the kth factor analyzer generates a data 
point. With this mixture indicator, we can write the log-
likelihood of complete training data:
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The EM algorithm aims to maximize the expected L. 
Because the second term of L is independent of Q, maxi-
mizing the expected L is equivalent to maximizing the 
expectation of the first term, Q:
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To maximize Q, we alternate between the E-step and 
the M-step until Q converges to a local maximum.

E-step
Given the current parameters Q, we need to evaluate the 
following expected posterior distributions of the latent 

variables to compute Aik, Bik, and Cik:
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. Using a Woodbury matrix identity 
to precompute y+( )−L Lk k

T 1
 speeds the evaluation. These 

expected posterior distributions’ computational complex-
ity is O(KND2), O(KNDd), and O(KND2), respectively, for 
the whole training data.

M-step
We keep Aik, Bik, and Cik constant and maximize Q with 
respect to Hk, y, and pk. By setting ∂Q/∂Hk and ∂Q/∂y–1 to 
zero, we can update the model parameters as follows:
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where the diag(⋅) operator constrains ynew to be a diagonal 
matrix.

We compute the new mixture coefficients pk
new  by em-

pirical measure:

pk
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ik

iN
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.

The computational complexity of Hk
new , ynew, and pk

new  
is O(NDK), O(KND2), and O(N), respectively. So, the overall 
complexity for each EM iteration is O(max(NKD2, NK2D)).

Initialization
We initialize the model parameters as follows:
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where S and m  are the covariance and mean of the whole 
training data, and s is a random variable following N(0, 1).

Expectation-Maximization Algorithm
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Alternatively, we could use cross-validation tech-
niques to set appropriate values for K and d.

The learned MFAs can be used to randomly gen-
erate an infinite number of natural human poses 
by sampling the mixture distribution in Equation 
1. However, we choose to incorporate them into 
the MAP framework described earlier to generate 
a natural pose q that satisfies user-defined con-
straints c. We minimize the negative log of pr(q), 
yielding this prior term:

E L Lk k k k
T

k

K

prior q q( )=− +( )
=
∑ln ,π µ ψN

1

. (2)

A smaller Eprior means that q is “closer” to poses 
in the training database and therefore is more 
“natural.”

Learning MFAs requires O(max(NKD2, NK2D)) 
for each EM iteration (see the “Expectation-
Maximization Algorithm” sidebar), which is lin-
early dependent on the size of the training database 
N. The prior-term evaluation (see Equation 2) is 
also efficient; it requires only O(KD2) to evaluate 
a new pose with the precomputed inverse covari-
ance matrices.

Intuitive 3D Character Posing
To let novice users of our system create a desired 
human pose quickly and easily, we developed direct-
manipulation interfaces and sketching interfaces. 

Direct-Manipulation Interfaces
In these interfaces, the system starts with a default 
3D human pose. The user can modify that pose in 
real time by dragging any character points, adjust-
ing distances between any two character points, or 
specifying orientations for any bone segments. All 
the constraints can be specified on the 2D screen 
space. We thereby avoid the need for complex 3D 
interactions, which can be cumbersome for a nov-
ice user.

Specifically, the direct-manipulation interfaces 
support four kinds of real-time pose manipulations.

2D or 3D point constraints. With 2D point con-
straints, the user can select any 3D point xi ∈ 
R3 on the character and specify where the point 
should map to on the screen space yi ∈ R2 (see 
Figure 1). The 3D position of the selected charac-
ter point xi ∈ R3 is defined in the local reference 
frame. Users can achieve this by clicking a 2D 
screen point and letting the system ray-trace the 
clicked point to find the intersection between the 
corresponding 3D ray and the character surface.

Given a set of 2D point constraints yi, i = 1, 
…, N2p, the problem is to find a character pose 
(q) to ensure each of the selected 3D points (xi) 
projects onto the corresponding 2D screen posi-
tion (yi) in the current camera viewpoint (see 
Figure 1). Assuming the 2D point constraints are 
independent and each is satisfied up to an addi-
tive zero-mean Gaussian noise with a standard 
deviation s2p, we can define the likelihood term 
for 2D point constraints:
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where the function F(⋅) is a forward-kinematics 
function that maps the local coordinates of the 
3D character point xi under the current charac-
ter pose q to a global 3D end-effector position. 
Note that we drop the constant − ( )ln 1 2p  in 
the equation. The function P(⋅) is a projection 
function that maps a 3D point onto a 2D screen 
point under the current camera viewpoint. A good 
match between the projected 2D points and the 
user-specified 2D points results in a low value for 
this term.

We could also pose a character with 3D point 
constraints zi, i = 1, …, N3p. To define a 3D point 
constraint, the user first specifies the projection of 
the 3D target position in the current screen space 
and uses it to shoot a ray into 3D space. The user 
then changes the camera viewpoint and selects a 
3D target point along the 3D ray. We define the 
likelihood term for 3D point constraints as

E p
i i

pi

N p

3

2

3
2

1

3

=
( )−

=
∑

F q x z;

s
,

(a) (b)

Figure 1. Real-time manipulation using 2D point constraints. (a) The user 
selects a character point (red) and specifies its position in the screen 
space (green). (b) The system generates a 3D pose.
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where s3p is the standard deviation of additive 
Gaussian noise present in 3D point constraints.

2D or 3D distance constraints. Distance constraints 
let the user select any two points on the character 
model (xi and xj) and adjust the distance between 
them. Figures 2a through 2c show interactive 
character posing with 3D distance constraints.

Let Dij represent 3D target distance constraints 
specified by the user, and let Nc represent the num-
ber of distance constraints. The likelihood term 
for the 3D distance constraints is

E
D

d
i j ij

d
3

2

3
2=

( )− ( ) −( )
∑

F q x F q x; ;

s
,

where the summation is for all pairs of i, j and s3d is 
the standard deviation for 3D distance constraints.

The user can also control the screen distance of 
two character points, dij. Let yi and yj represent the 
screen points’ coordinates. The likelihood term is

E
d

d

d
i j ij

d

i j ij

2

2

2
2=
− −( )

=
( )( )− ( )( ) −

∑ y y

P F q x P F q x

s
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2

2
2s d
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where s2d is the standard deviation for 2D distance 
constraints.

The 2D distance constraint is particularly useful 
for posing 3D characters from photographs. Figure 
2 shows the difference between the 3D and 2D 
distance constraints.

Bone orientation constraints. The user can modify 
a 3D pose by selecting a particular bone segment 
and specifying its orientation in screen space (see 
Figure 3). We assume that orientation constraints 
are independent and are satisfied up to an additive 
Gaussian noise with a standard deviation so. We 

can define the following likelihood term for the 
orientation constraints:

Eo
oi

N i i

i i

o

=
( )( )⋅
( )( )

−
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12
1 s

P F q v a

P F q v a
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,

where ai represents the desired orientation for the 
ith bone segment and No is the number of the bone 
orientation constraints. The vector vi is the 3D ori-
entation of the selected bone on the local reference 
frame. The operator × represents the cross product 
of two vectors.

Local control: Fixed constraints. Human motion in-
volves highly coordinated movement, and the 
movements between different degrees of freedom 
aren’t independent. The pose priors constructed 
from captured motion data efficiently model the 
correlation between different degrees of freedom 
in human poses. If the user poses a human char-
acter with one of the constraints we defined ear-
lier, such as point constraints, the regions of the 

(a) (b) (c) (d)

Figure 2. The difference between 3D and 2D distance constraints. (a) Two selected character points. (b) The 3D pose generated 
by the zero 3D distance. (c) The same pose in a different viewpoint. (d) The generated 3D pose with the 2D distance.

(a) (b)

Figure 3. Orientation constraints. (a) The user selects two bone 
segments and specifies the desired orientations on screen. (b) The 
resulting 3D pose.
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character model that the user doesn’t select might 
still change. For example, if the user selects and 
moves the left foot, the hand positions can also 
change even if no constraints are imposed on the 
hands. Fixed constraints let the user select any 
character point that should remain unchanged. 
This constraint must be used together with other 
constraints, thereby allowing for local control of 
the character poses that are being changed.

We use the fixed constraints to let some bones 
maintain their positions in the optimization (see 
Figure 4). Let xi represent the ith fixed point on 
the local reference frame. Let q0 be the original 3D 
pose of the bone segment i. The likelihood term for 
the fixed constraints is

Ef
i i

fi

Nf

=
( )− ( )

=
∑

F q x F q x; ;0
2

2
1 s

,

where F(q0; xi) represents the global coordinates 
of 3D points to be fixed, Nf is the total number of 
fixed points, and sf is the standard deviation for 

the fixed constraints. The smaller sf is, the more 
these points will try to stay the same.

Sketching Interfaces
In sketching interfaces, users can pick any limb or 
the torso and draw a 2D sketch to specify its de-
sired location on screen. The system automatically 
generates a natural-looking 3D human pose that 
best matches the sketch. The current system sup-
ports two kinds of sketch constraints: limb sketch-
ing and spine sketching (see Figure 5).

Limb sketching. This method lets the user place a se-
ries of kinematic constraints on multiple connected 
bone segments (for example, the left leg’s bones ) in 
one step, thereby significantly speeding up charac-
ter posing. In our system, the user can draw a 2D 
sketch to specify a desired 3D pose for a particular 
limb (see Figure 5a). The system automatically in-
fers the 2D locations of multiple joints located on 
the selected limb as well as the 2D directions of 
multiple bone segments and uses them along with 
pose priors to generate a natural-looking pose.

(a) (b) (c)

Figure 4. Fixed constraints offer local control over 3D poses. (a) The distance constraint specified by the user. 
(b) The fixed constraint defined on the shoulder. (c) The resulting pose from a new viewpoint. Without the fixed 
constraint, reducing the 3D distance between the right leg and left hand will change the left shoulder’s position.

(a) (b) (c) (d)

Figure 5. Sketching interfaces. (a) Limb-sketching constraints (red) and spine-sketching constraints (pink). 
(b) The system converts each limb sketch into one 2D point constraint and two orientation constraints, and 
converts the torso sketch into four 2D point constraints. (c) The synthesized pose in the same viewpoint.  
(d) The synthesized pose from a different viewpoint.
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The likelihood term for the limb-sketching con-
straints directly measures how well the synthe-
sized pose matches the drawn sketches. However, 
this evaluation requires known correspondences 
between the sketched limb and the synthesized 
limb. The computer vision literature has addressed 
sketch recognition in numerous ways, but we’re 
solving a much simpler problem, one that benefits 
from additional constraints. Each recorded stroke 
is already known to be associated with a particular 
limb; furthermore, the connectivity of the bone 
links is known in advance.

We first apply a Hough transform to the input 
sketch to automatically detect a set of line segments 
in that sketch. The detected line segments define 
each bone segment’s orientation constraints. The 
system automatically estimates 2D joint locations 
by computing the intersections of adjacent lines. 
This lets us convert the limb-sketching constraints 
into a set of 2D point constraints and orientation 
constraints (see Figure 5b). When the input sketch 
is a straight line, we opt to use only the 2D orien-
tation constraints for character posing because we 
can’t determine 2D joint locations.

Spine sketching. The character torso looks more like 
a smooth curve than connecting line segments be-
cause the spine supports it. So, the limb-sketching 
interfaces might not be appropriate for spine sketch-
ing. To address this problem, the system lets the 
user draw a smooth curve to indicate the projec-
tion of the entire spine on the screen space (see 
the pink sketch in Figure 5a). In this article, we 
represent the character’s torso with three bone 
segments: root, lower back, and upper back.

The system automatically transforms the sketched 
spine into four 2D point constraints, each on one 
spinal joint (see Figure 5b). We use a simple scheme 
to identify the 2D point constraints for each joint 
on the torso. We assume that the bone segments’ 
length ratios are preserved when our system pro-
jects the spine from 3D space to 2D screen space. 
This is true when the spine is parallel to the camera 
plane. Otherwise, the user can rotate the virtual 
camera to ensure the spine is approximately parallel 
to the camera plane. We can use the known length 
of each bone segment on the torso to detect the 2D 
joint locations (see Figure 5b).

Runtime Optimization
During runtime, the system optimizes the pose in 
joint-angle space and finds a most likely pose that 
satisfies the user constraints. In our implementa-
tion, the optimization also enforces joint-angle-
limit constraints.

Each MFA factor has a mean character pose. 
We initialize the optimization with the best mean 
pose among all factors. We analytically derive 
the Jacobian matrices for each term and perform 
the nonlinear optimization using the Levenberg-
Marquardt algorithm with the levmar library’s 
boundary constraints.5 The good initial guess and 
analytically evaluated Jacobian matrices ensure 
that the optimization converges rapidly. The opti-
mization typically takes 50 to 200 ms, depending 
on the number of user-specified constraints.

System Evaluation
Our system generates a variety of natural poses 
with minimal user input and performs well com-
pared to numerical and alternative data-driven 
IK algorithms. The evaluation results we describe 
here are best viewed in the companion video to 
this article, which is available at www.computer.
org/portal/web/computingnow/cga/videos.

Training Data
The CMU mocap online database that we used for 
training consists of 2.8 million prerecorded hu-
man poses (about 6.48 hours of animation). The 
typical human behaviors are locomotion (jump-
ing, running, hopping, and walking), physical ac-
tivities (basketball, boxing, dance, exercise, golf, 
martial arts, and swimming), interacting with 
the environment (step stool, rough terrain, and 
playground equipment), and common scenarios 
(cleaning, waiting, and gesturing).

In our experiment, we set the number of fac-
tor analyzers (K) to 70 and the dimension of the 
latent space (d) to 5. The learned model took up 
200 Kbytes. The total training time was approxi-
mately 5 hours.

Results with Different User Constraints
We’ve demonstrated our system’s performance 
with both the direct-manipulation and sketching 
interfaces. The accompanying video shows how us-
ers can manipulate the 3D character pose in real 
time with the four types of direct-manipulation 
constraints and how they can pose a character 

During runtime, our system optimizes the 
pose in joint-angle space and finds a most 
likely pose that satisfies user constraints 
and joint-angle limits.
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with both the limb-sketching and torso-sketching 
interfaces.

Novice users can interactively pose a 3D human 
character according to any reference photos (for 
example, Internet photos). This powerful feature 
contrasts with previous data-driven IK systems 
that are based on a small training data set and 
therefore aren’t appropriate for this application. 
Figure 6 shows four distinct poses that our direct-
manipulation and sketching interfaces generated 
on the basis of reference photos we downloaded 
from the Internet.

As the accompanying video shows, a novice user 
can also specify a desired pose by posing an ar-
ticulated toy in front of a digital camera, taking 
a snapshot of the posed toy, and using the direct-
manipulation interfaces to transform the toy’s 
pose into a 3D pose. The toy interface has proved 
extremely efficient in helping novice users create 
a desired pose.

Our system demonstrates a strong generaliza-
tion capability and can generate poses very dif-

ferent from the examples in the CMU mocap 
database. For instance, Figure 7 shows the five 
closest database poses to the Discobolus statue in 
Figure 6a. None of the closest examples are similar 
to the reconstructed pose in Figure 6b.

Nevertheless, without the pose priors, the qual-
ity of the system’s generated poses would depend 
on either accurate user specification of a detailed 
constraint set or a very good initial pose. When the 
user’s inputs conflict with the pose priors, the sys-
tem allows a trade-off between satisfying user con-
straints and creating natural-looking poses through 
adjustment of the constraint term weights in the 
objective function. The user can adjust the weights—
that is, standard deviations—on the fly, thereby pro-
viding an interesting spectrum of choices.

Comparisons with Other Systems
We compared our system to five alternatives, using 
two databases: the whole CMU mocap database 
and a database of poses randomly sampled from 
the whole CMU database.

(a) (b) (c)

Figure 6. Posing a character according to reference photos downloaded from the Internet. (a) Reference photos. (b) Kinematic 
constraints from the reference photos. (c) The resulting poses in four different viewpoints. Our system lets novice users 
interactively pose a 3D human character according to any reference photo. (Source of football photo: NFL; used with permission.)
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We used cross-validation to compute the dif-
ferent algorithms’ reconstruction errors with the 
same set of kinematic constraints. For each test-
ing pose, we generated six 3D point constraints 
(both shoulders, feet, and hands) and used them 
to reconstruct a corresponding 3D pose. The re-
construction error measures the average L2 dis-
tance between the ground-truth poses and the 
reconstructed poses in position space—that is, the 
point clouds.

Table 1 summarizes the numerical reconstruc-
tion errors for the two testing databases. IK uses 
numerical optimization to compute its solutions. 
Principal component analysis (PCA) performs 
the optimization in the PCA subspace without 
any prior term. Probabilistic PCA (PPCA) con-
ducts the optimization in the PCA subspace with 
a Gaussian prior term, assuming that a multivari-
ate Gaussian distribution represents the database 
samples. Scaled Gaussian process latent variable 
model (SGPLVM) learns a global nonlinear em-
bedding.2 Linear PCA (LPCA) finds K database 
poses that best match the user constraints and 
performs the optimization in the PCA subspace 
computed by the K nearest examples.6 All these 
methods start with the same initial pose and op-
timize the pose using the Levenberg-Marquardt 
algorithm.

Our method with priors constructed from the 

large database produces the smallest reconstruc-
tion error. IK and PCA have the largest errors be-
cause the number of kinematic constraints isn’t 
sufficient to determine a full-body pose. PPCA 
introduces a Gaussian prior to reduce the recon-
struction ambiguity, thereby producing more ac-
curate results than PCA. SGPLVM, which is based 
on 6D latent space and an active set size of 200, 
generates better results than IK, PPCA, and PCA 
for the small database. Evaluating its performance 
for the large database is computationally too ex-
pensive. LPCA produces low errors on both data-
bases. However, it’s computationally ineffective 
because it must search the whole database to find 
the K closest examples. For all these methods, the 
priors learned from the larger database result in 
lower reconstruction errors; this demonstrates the 
necessity of modeling priors from a huge, hetero-
geneous motion-capture database.

We also compared the different algorithms’ ef-
fectiveness for posing a character from reference 
photos. Figure 8 shows the 3D poses reconstructed 
from the football player photo in Figure 6a.

The Importance of Pose Priors
We evaluated how different pose priors influence 
the final motion under the same set of user-defined 
constraints. We first computed a set of constraints 
from a random running pose that’s not in the 

Figure 7. The five closest poses in the training database for the Discobolus statue photo in Figure 6a. The differences between 
these poses and our system’s reconstructed pose (see Figure 6b) demonstrate the system’s strong generalization capability.

Table 1. Average reconstruction errors for different methods and database sizes.*

Power Error with the 5,000-pose database Error with the 2.8 million-pose database

Inverse kinematics 3.75 3.75

Principal component analysis 2.85 2.70

Probabilistic principal component analysis 2.79 2.53

Scaled Gaussian process latent variable model 1.92 n/a

Linear principal component analysis 1.27 0.85

Mixture of factor analyzers 1.40 0.55

*We computed the reconstruction errors from the same set of constraints (six 3D constraints from two shoulders, two feet, and two hands).
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database. We then compared the results using 
priors constructed from a running database and 
from the whole database. The accompanying video 
shows that we can generate a good running pose 
with both priors. We also computed a set of con-
straints from a random sitting pose that’s not in 
the database. As we expected, the system failed to 
generate a good sitting pose when the pose prior is 
learned from running.

Our system lets us model a wide range of 
poses that can’t be generalized from a small 

amount of training data. We believe this capability 
will become more and more important for future 
applications as the availability and popularity of 
motion-capture data increase. 
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(a)

(b)

Figure 8. Alternative methods of modeling pose priors on the football player example in Figure 6a. (a) Results from the original 
viewpoint. (b) Results from a different viewpoint. The pose generated using MFAs not only matches the input image but also 
looks natural.


